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Air Force Fellows

Since 1958, the Air Force has assigned a small number of carefully chosen,
experienced officers to serve one-year tours at distinguished civilian institutions
studying national security policy and strategy. Beginning with the 1994 academic
year, these programs were accorded senior service school professional military
education in-residence credit. In 2003 these fellowships assumed senior develop-
mental education (SDE), force development credit for eligible officers. The SDE-level
Air Force Fellows serve as visiting military ambassadors to their centers, devoting
effort to expanding their colleagues’ understanding of defense matters. As such,
candidates for SDE-level fellowships have a broad knowledge of key Department
of Defense (DOD) and Air Force issues. SDE-level fellows perform outreach by
their presence and voice in sponsoring in situations. SDE-level fellows are expected
to provide advice, promote, and explain Air Force and DOD policies, programs,
and military doctrine strategy to nationally recognized scholars, foreign dignitar-
ies, and leading policy analysts. The Air Force Fellows also gain valuable perspec-
tives from the exchange of ideas with these civilian leaders. SDE-level fellows are
expected to apprise appropriate Air Force agencies of significant developments
and emerging views on defense and economic and foreign policy issues within
their centers. Each fellow is expected to use the unique access she or he has as
grounds for research and writing on important national security issues. The SDE
Air Force Fellows include the National Defense Fellows, the RAND Fellows, the
National Security Fellows, and the Secretary of Defense Corporate Fellows. The
Air Force Fellows program also supports a post-SDE military fellow at the Coun-
cil on Foreign Relations. On the intermediate developmental education level, the
chief of staft approved several Air Force fellowships focused on career broadening
for Air Force majors. The Air Force Legislative Fellows was established in April
1995 with the Foreign Policy Fellowship and Defense Advanced Research Projects
Agency Fellowship coming under the Air Force Fellows program in 2003. In 2004,
the Air Force Fellows also assumed responsibility of the National Laboratories
Technologies Fellows.
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Abstract

This paper examines the considerations operational planners and strategists
must address prior to employing Al-enabled air vehicles capable of delivering
lethal effects. It begins by reassessing moral authority at the operational and
tactical levels to integrate AI-enabled weapon system (AWS) considerations into
theater guidance. The paper then outlines a spectrum of Al agency to bound the
technologies under discussion and advances a framework centered on human
augmentation rather than human-machine teaming. Building on this foundation,
the analysis proposes three variables essential to sustaining moral agency: human
understanding of Al systems, weapon system complexity, and operationally
relevant conditions. These variables illuminate critical considerations for system
development, testing, training, and interface design. The paper concludes with
system-level recommendations describing the attributes of an ethically acceptable
AWS that preserves human responsibility while enhancing operational effective-
ness within contemporary air combat environments.
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Introduction

Man merges with machine; he doesn’t simply use it. You don’t climb into
an aircraft and sit down. You strap the machine to your butt, become
one with it. Hydraulic fluid is your blood; titanium, steel, and alumi-
num, your bones; electrical currents, your nerves; the instruments, an
extension of your senses; fuel, the food; engine, the power; the control
surfaces, the muscle. You are the heart, yours is the will, yours is the
reasoning power. You are something more than earthbound man. You
are augmented and expanded by the miracle of the machine. You are
tied to it physically and you are part of it emotionally.

—Brig Gen Robin Olds, US Air Force

Legendary fighter pilot Robin Olds paints a vivid picture of the human reli-
ance on and integration with machines in the context of aerial combat. His
description captures not merely technological dependence, but a deeply em-
bodied symbiosis between human judgment and mechanical capability. Al-
though aviation technology has evolved rapidly since Olds articulated this
view, one principle must endure. Humans must remain the central source of
capability, judgment, and responsibility in all future military systems.

Contemporary Air Force modernization efforts point toward the widespread
fielding of tactical weapon systems that incorporate artificially intelligent agents
operating throughout the air battlespace. The establishment of Air Force Cam-
paign Teams reflects an institutional commitment to integrating artificial intel-
ligence (AI) into operational concepts, force design, and budgetary priorities.'
Among the most consequential of these initiatives is the development of Col-
laborative Combat Aircraft (CCA), which introduce novel forms of autonomy
and human-machine interaction into combat aviation.

CCAs inherently require human operators to relinquish portions of tactical
execution to machine processes. This shift challenges long-standing assump-
tions about control, accountability, and ethical responsibility in combat opera-
tions. Anecdotal evidence from the operational community suggests that many
stakeholders lack a common understanding of how accountability for artifi-
cially intelligent weapon systems (AWS) should be assigned and exercised.

Thesis

This paper examines the tactical Al implications that operational planners
must understand in order to provide theater guidance enabling the ethical
employment of AWS begins with a reexamination of existing authorities for



tasking AWS, with particular focus on the division of responsibility between
operational planners and tactical operators. It then outlines a spectrum of Al
agency to clarify the scope of technologies addressed throughout the paper.
Next, the paper identifies key variables underpinning moral agency, empha-
sizing considerations related to testing, training, and system design that shape
ethical outcomes in combat employment. Finally, it offers holistic system rec-
ommendations intended to benchmark AWS performance against military
objectives and ethical constraints.

The ultimate objective is to maximize the effectiveness of AWS while pre-
serving clear human responsibility for the use of force, consistent with the
expectations General Olds would place on any other critical component of
combat power.

Reexamining Operational and Tactical Authorities

Under the existing command construct, combatant commanders establish
intent for military operations. Operational planners translate that intent into
executable guidance and assume responsibility for adherence to the law of
armed conflict (LOAC). Planners then transmit this guidance to tactical leaders
through formal mechanisms such as the rules of engagement (ROE), special
instructions (SPINS), and the air operations directive (AOD).? Developed in
coordination with operational law experts, these instruments provide tactical
operators with explicit legal, ethical, and operational constraints governing the
use of force.

This construct functions effectively because commanders place trust in
human operators to interpret conveyed intent, execute implied tasks, and
dynamically adjust tactics to meet theater guidance. Human operators pos-
sess the cognitive capacity for ethical reasoning, allowing them to assess
context, manage uncertainty, and reconcile competing objectives during
combat operations.

The nature of AWSs explained in this paper however reveals that AWSs, by
contrast, do not have ethical reasoning. To preserve established moral au-
thorities without imposing undue ethical burden on tactical operators, the
delegation of tasks involving AWS warrants reevaluation at the operational
planning echelon. When actions associated with CCA generate effects that
extend beyond purely tactical outcomes, operational planners should retain
authority over those actions. Examples include restrictions on deviations
from planned time on target (TOT), acceptable levels of risk (ALR), and emis-
sions control postures.’ Although the specific tasks appropriate for retention



vary by mission, addressing these authorities before authorizing AWS em-
ployment should become a routine element of air tasking order development.

Conversely, tasks that affect exclusively tactical outcomes should remain
under the authority of human operators. Operational planners can reduce
ethical ambiguity by issuing explicit, unambiguous guidance describing the
intended scope and limits of Al-enabled system capabilities. For example,
planners may authorize a CCA to contribute sensor data supporting the iden-
tification of an airborne contact, while reserving hostile declarations and
clearance to fire exclusively for human control. At the tactical edge, their in-
ability to recognize implied taskings or contextual nuance introduces risk.
Misinterpretation, unintended side effects, or premature action could gener-
ate operational failure and inflict moral injury on the humans responsible for
overseeing their employment. Both operators and planners therefore benefit
from a clear understanding of what an integrated human-machine system
should entail, how responsibilities distribute across that system, and where
ethical accountability ultimately rests.

Ethical Challenges of Aerial Warfare

The ethical and moral challenges addressed in this paper center on the re-
sponsible tactical employment of lethal artificially intelligent airborne weapon
systems by human operators. Since the advent of manned flight, humans have
borne direct responsibility for compliance with ROE and the LOAC. That re-
sponsibility includes verifying enemy identification and selecting weapons in
accordance with the principles of military necessity, proportionality, distinc-
tion, and humanity.*

As Al increasingly contributes to sensemaking and target prosecution,
the burden on the human operator intensifies rather than diminishes. En-
hanced machine capability does not absolve humans of responsibility and
must not generate moral injury through inappropriate delegation of action
to algorithms. Moral injury involves “the distressing psychological, behav-
ioral, social, and sometimes spiritual aftermath of exposure” to events that
“contradict deeply held moral beliefs and expectations.” When operating
AWS, human operators may experience responsibility for actions executed
by machines that now perform tasks historically reserved for humans ca-
pable of ethical reasoning.

Human Augmentation versus Machine Teaming

Rather than embracing the prevailing concept of human-machine “team-
ing,” this paper advances a framework grounded in what Dr. Heather Roff



describes as human augmentation with computing. This approach emphasizes
the augmentation of human cognitive capacity to improve performance
across selected tactical and operational tasks, rather than the diffusion of re-
sponsibility across a human-machine collective.®

In this paper, augmentation refers to the expansion of a human operator’s
mental capacity to focus on tasks best suited to human judgment and ethical
reasoning. This approach deliberately assigns responsibility for physical ac-
tion in the battlespace solely to humans, in contrast to the shared responsi-
bility implied by teaming models. By maintaining a human-is-responsible
construct, the framework offers a clearer basis for evaluating moral agency.
Throughout this analysis, moral agency is used interchangeably with respon-
sibility and empowerment.

Understanding this distinction requires examining how the Air Force should
incorporate Al into weapon systems. Prior to the widespread introduction of AI
agents, humans operating in the physical domain faced comparatively fewer
layers between the execution of action and the ethical judgment informing that
action. Communication occurred primarily between humans, allowing for
shared context, clarification, and implicit understanding.

The introduction of Al adds additional layers in terms of barriers to over-
come when communicating with machines instead of humans, including the
layers associated with application and presentation, as described in the Open
Systems Interconnection model.” These layers increase complexity by requir-
ing humans to interpret non-natural language interfaces and system repre-
sentations rather than human intent. Pilots routinely synthesize information
from multiple sensors before making decisions, and additional interpretive
layers increase the potential for misunderstanding or misaligned action.

In Trolley Crash: Approaching Key Metrics for Ethical AI Practitioners, Re-
searchers, and Policy Makers, Peggy Wu and her coauthors emphasize that
“command and control remains critically important, requiring both precision
in command and diligence in humanautonomy control. Ethical control of au-
tonomous systems means humans make the fundamental decisions, retaining
authority and responsibility for machine action” Regardless of the number of
intermediating layers, humans retain responsibility for outcomes generated
through machine execution.

The following section identifies and analyzes the variables that sustain
this enduring human responsibility when AWS operate in contested combat
environments.



Drawing on the foundational study “Trust in Automation: Designing for Ap-
propriate Reliance,” three characteristics emerge as central to building systems
that warrant appropriate human reliance: operational context, automation char-
acteristics, and cognitive processing. Each of these factors shapes the degree of
trust humans place in Al as an enabler of human decision making.’ Viewed
through the lens of contemporary Al applications, this framework illuminates
the components necessary to sustain moral agency when employing AWS.

This paper advances three overarching variables relevant to ethical employ-
ment. The first is human understanding of how an AWS operates, which di-
rectly influences operator confidence that the system will perform its intended
functions. The second variable is the complexity of the system itself, defined by
its capacity to sense the environment, report observables, and physically affect
conditions within the battlespace. The third variable encompasses the opera-
tionally relevant conditions of the environment, understood as the true state of
the world after excluding extraneous or operationally irrelevant data.

The following paragraphs, break down each of the theorized variables in
turn to clarify what planners must consider when delegating authority to
human operators employing weapon systems with lethal autonomous or
semi-autonomous capabilities.

Variable #1: Human Understanding of AI systems

The first variable underpinning moral agency in the employment of AWS
is human understanding. At its core, this variable concerns how well opera-
tors comprehend the authorized tasks machines perform and how those tasks
contribute to cognitive augmentation rather than decision replacement. Clear
understanding enables deliberate task allocation between humans and ma-
chines, producing an optimized distribution of functions aligned with their
respective strengths. That distribution establishes the baseline knowledge re-
quired to prevent inadvertent misuse of AWS.

Human understanding also depends on how operators build and train
with these systems to understand both the engineering and outcomes, to
build dependability. These characteristics together enable human operators to
think in a way that supports ethical decision making and more operationally
desirable effective operational outcomes.

Human Attributes. Human beings are adaptable, meaning they can oper-
ate in environments with changing circumstances. Our ability to pull from



emotional, social, physical, and moral learned experiences affords the luxury
of quickly turning abstractions into well informed decisions given new sen-
sory inputs.'” Ohio State University professor David Woods explains this idea
of cognitive superiority using the term graceful extensibility. In his paper,
“Resilience as Graceful Extensibility to Overcome Brittleness,” a system dem-
onstrates resilience to complex situations by extending capacity to adapt when
surprise events challenge our “boundaries” or areas “invoking new resources,
responses, relationships, and priorities.”’! Humans routinely employ this form
of reasoning in combat.

A current operationally relevant example includes the dynamic response of
an airborne mission commander recognizing a change in the plan during
complex combat operations. The ability to process this change in real time
and determine that continued action no longer satisfies an acceptable level of
risk reflects human ethical and operational judgment. In response, the com-
mander may reallocate forces, modify tactics, or terminate aspects of the mis-
sion to preserve commander’s intent. Such adaptation represents disciplined
navigation of a complex and rapidly changing operational environment.

Of all the purported benefits of humans, we are not without our weaknesses
when it comes to optimizing lethality and survivability. First, we are extremely
vulnerable to threats. It takes a considerable amount of time to train a compe-
tent pilot, which is not easily replaced over the course of sustained combat
operations. Whats more, the notion of irreplaceability underpins a natural
hesitancy to expose high value personnel and platforms to elevated tactical
risk. Accordingly, the Air Force manages tactical decisions by considering at-
trition likelihood in the operational importance of the mission."> Tolerance for
human and equipment losses remains proportional to expected strategic or
operational importance of mission in today’s model.

Second, even the most capable pilot is subject to cognitive overload during
intensive phases of a mission. In modern air warfare, pilots function as infor-
mation integrators, synthesizing inputs from multiple federated sensor and
command systems."”” They must interpret data across numerous displays,
manage several communications channels simultaneously, and coordinate
the actions of large force packages, often while continuing to fly their own
aircraft and adjust to evolving mission guidance. When multiple variables
change concurrently, cognitive strain increases and the fog and friction of war
degrade performance. In such conditions, assigning data intensive or repeti-
tive tasks to machines offers a means to preserve human cognitive capacity for
complex decision making. The following section examines how machine ca-
pabilities can mitigate these human limitations by reducing cognitive load
while reinforcing ethical control.



Machine Attributes. Where humans excel at abstraction and contextual
reasoning but experience declining productivity when confronted with large
volumes of information, machines demonstrate comparative advantage in
identifying patterns across extensive datasets.* When the structure of a task
is well defined, machines execute repetitive functions with high precision and
speed.” From an airpower perspective, representatives of the Chief Digital
and Artificial Intelligence Office (CDAO) emphasize data aggregation and in-
formation analysis as key areas of operational value for Al applications.

Expanded into the physical domain, machine learning-enabled agents can
assume a range of complicated functions that augment human decision mak-
ing. For example, an AI agent could manage package level sensor tasking
while integrating beyond line of sight (BLOS) track data to produce targeting
recommendations. Another agent could employ the same data to fly manned
or unmanned aircraft in ways that optimize intercept.

AWSs can assume risk for human operators during periods of mission crit-
icality based on their expendability. This breaks the current model of tactical
decisions in relation to potential attrition. Said differently, during times of low
risk to the mission, AWSs can accept high or extreme tactical risk to human
survivability without compromising mission effectiveness.

Current technological Al limitations pursued from a Machine Learning/
Large Language Model (ML/LLM) approach hamper machines from making
the leap to Artificial General Intelligence.'” Contemporary systems struggle to
infer adversary intent or provide context for unfolding events in the bat-
tlespace. As noted by CDAO leadership, machine learning models synthesize
information only within the boundaries of trained data and lack awareness
beyond that scope.’® Roff reinforces this limitation, observing that “any Al
system is built on the data it consumes. The data it consumes comes from
empirical facts about how it observes the world”"

The volatility, uncertainty, variability, and ambiguity that characterize air
combat therefore preclude machines from reliably performing complex tasks
that require interpretation, moral judgment, or adaptive reasoning. These
limitations underscore the necessity of retaining human custody over ethical
decisions involving the use of force. Machines cannot bear accountability and
should not be tasked with functions for which they remain unsuited.

Ethical and effective employment of AWS instead requires deliberate syn-
thesis of human and machine strengths. Humans retain moral authority and
contextual judgment, while machines provide speed, precision, and data
processing capabilities. Trust emerges when “the operator will tend to trust
automation that performs in a manner that reliably achieves his or her
goals”® Establishing such trust depends not on autonomy alone, but on



carefully designed collaboration frameworks that reinforce human responsi-
bility. The next section examines the data, design practices, and methods
autonomous systems must adhere to in order to sustain human willingness
to employ them responsibly.

Building Interoperability with AI Agents. Combat aviation rests on an
implicit expectation that participants in a coordinated operation will execute
assigned duties as briefed and to the best of their ability. When a flight lead
directs a wingman to engage a group of enemy aircraft, the flight lead trusts
that the wingman will accomplish that task in an anticipated manner. This
trust allows the flight lead to relinquish active cognitive oversight of the del-
egated function and reallocate attention toward other mission demands. Such
delegation preserves limited human cognitive capacity and enables effective
command and control under conditions of uncertainty.

Well-designed AWS can assume a portion of this delegated role, thereby
offering additional human augmentation.

MIT professor David Mindell argues that increasing automation alters the
nature of tasks originally performed by humans, transforming them into ac-
tivities that become interdependent and mutually influential rather than fully
independent. This observation supports his broader assertion that machines
will not replace humans but will instead reshape how humans operate. In Our
Robots, Ourselves, Mindell illustrates this dynamic through the introduction
of unmanned aircraft into national airspace, which compels manned aviation
to adapt procedures and behaviors to a newly shared operating environment.*
Resolution of a new paradigm is better addressed by overlaying it with known
ways of doing business.

Wu and her coauthors observe, “ideally, the framework should compatibly
and smoothly integrate with existing military and civil frameworks for con-
trol and decision making by human beings. This implies that all humans de-
veloping or using the robot system must understand the framework and how
their own choices contribute to its behavior”* Drawing from Mindell’s his-
torical analysis, effective integration therefore requires deliberate human ad-
aptation alongside technological advancement.

Humans build interoperability with one another through contextual factors
that machines inherently lack. These include shared culture, belief systems,
in-group identification, common mental models, and role interdependence.”
In the Air Force, daily squadron activities such as formal briefings, academics,
standardized debriefs, heritage-based traditions, and formation contracts rein-
force these shared frameworks. Together, these practices build trust and mu-
tual understanding over time, drawing on a lifetime of human learning experi-
ences that information-driven machine learning systems inherently lack.



Individuals do not immediately grant full confidence in one another; it
generally occurs with repeated demonstrations of reliability and competence.
Conversely, trust can erode rapidly following violations of expected behav-
ior.** These dynamics explain why humans can relate to one another through
shared social constructs and professional training that foster similar patterns
of thinking and decision making, at least to a meaningful degree.

Al systems process information in ways fundamentally different from hu-
man cognition. As one analyst observes, “intelligent machines will inherently
make inexplicable decisions; it is not always apparent what they have learned
or how they categorize data”* This epistemic opacity complicates delegation.
Humans therefore require deliberate and meaningful methods for establish-
ing a degree of interpretability and predictability in machine behavior. Only
with such relatability can humans delegate tasks while retaining moral au-
thority over outcomes.

Mindell identifies a pathway for addressing this challenge, arguing that
“how a system is designed, by whom, and for what purpose shapes its abilities
and its relationships with the people who use it”** Applied to AWS, this in-
sight leads to a clear conclusion. Effective integration requires a methodical,
human-centered approach informed by operational expertise. Development,
testing, and training processes must therefore serve as empirical mechanisms
for fostering cohesion between humans and machines while preserving ethi-
cal responsibility at the human level.

Development and Testing. The 2022 Department of Defense Test and
Evaluation Enterprise Guide lists core principles intended to deliver military
capability at a rate that matches the changing operational demands. Although
the guide does not explicitly address Al systems, several of its principles apply
directly to the development and fielding of AWS.” Properly applied, these
principles offer a foundation for integrating autonomy while preserving hu-
man ethical control.

Absent meaningful operator involvement, engineers risk misinterpreting
how systems will be employed in combat. Such disconnects often surface only
after fielding, when opportunities to incorporate ethical constraints or opera-
tional safeguards become limited. Addressing these issues during develop-
ment avoids the condition described by Mindell, in which “every operator,
when controlling his or her machine, interacts with designers and program-
mers who are still present inside it-perhaps through design and coding done
many years before””® Reducing this temporal and cognitive separation not
only mitigates ethical conflict, but also improves operator confidence by clar-
ifying how systems will behave under operational conditions.



The second relevant principle is continuous and cumulative feedback. The
guide explains that traditional acquisition timelines rely on operational test
reports delivered at discrete milestones, which risk obsolescence in rapidly
evolving programs. To counter this, the enterprise emphasizes providing con-
tinuous and cumulative feedback to program offices and stakeholders. This
principle is particularly salient for AI-enabled systems, whose training mod-
els evolve throughout testing as they encounter new data and conditions.”

The adaptive nature of artificially intelligent systems means that their train-
ing models remain in continual flux as they learn from and respond to environ-
mental inputs during testing. As Mindell cautions, “we must deeply grasp how
human intentions, plans, and assumptions are always built into machines”*
This reality has direct operational implications. Like combat plans, system de-
sign assumptions rarely endure unchanged after first exposure to real-world
conditions and therefore require deliberate and frequent adjustment.

An iterative development and testing approach acknowledges this reality by
enabling developers and operators to identify flawed assumptions early and re-
calibrate system behavior accordingly. At the same time, repeated engagement
with evolving system performance builds expert operator understanding of ex-
pected behavior, limitations, and failure modes. Following fielding, Air Force
leaders must reinforce this learning cycle by promoting widespread employ-
ment of AWS in deliberate training exercises, ensuring that ethical judgment
and operational confidence mature alongside technical capability.

Training with Al Following early operator involvement and the eventual
fielding of AWS, training emerges as the decisive mechanism for enabling hu-
man interoperability that current Air Force implementation paths risk under-
valuing. A 2024 report to Congress cites Air Force officials who indicate that
“training on CCAs would occur virtually, so the airframes themselves would
fly less, potentially leading to lower maintenance and sustainment costs.”*!
While cost efficiencies remain a legitimate consideration, an excessive reli-
ance on simulation risks undermining human trust, comprehension, and
ethical readiness.

Simulators provide necessary but insufficient preparation for operators re-
sponsible for employing AWS in combat. Live flight introduces environmental
variability, system friction, and emergent behaviors that simulation environ-
ments cannot fully replicate. These factors broaden the set of challenges CCAs
will encounter in combat and expose limitations that only real-world opera-
tions reveal. As demonstrated elsewhere in this paper, early and sustained in-
teraction between human operators and new capabilities strengthens trust and
improves judgment. For this reason, the Air Force should prioritize placing
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CCAs into operational flight alongside human crews rather than minimizing
airborne exposure.

Peter Layton reinforces this imperative, observing that “intelligent ma-
chines will bring new training demands, but do not remove the need for
training. Intelligent machines and their humans will need to train together.*
As Al systems increasingly assume functions once performed by humans, the
Air Force must treat CCAs as operational participants rather than peripheral
tools. This shift requires expanding, rather than contracting, live training op-
portunities. Al-enabled agents must operate routinely in airborne exercises if
the service intends to exploit their advantages while preparing operators for
real-world ethical challenges.

Effective training further requires clear understanding of delegated au-
thority. Human operators must practice exercising authorized control over
AWS to develop familiarity and habit patterns that translate under combat
stress. In air-to-air missions, such authority may include aspects of targeting,
altitude control, or route modification. With respect to weapons employment,
operators must understand the mechanics of weapon to target pairing, in-
cluding deliberate confirmation of hostile intent before authorizing release. If
a CCA loses sensor track during an engagement, operators may need to retain
authority to confirm reacquisition before allowing follow on action.

Such requirements differ materially from historical delegation to human
wingmen, who possess shared situational awareness and ethical reasoning.
When planners choose to withhold or retain specific authorities, these deci-
sions fundamentally alter task execution mechanics for Al-enabled systems.
As integration expands, operators will face a wide range of adaptations driven
by system design and planner intent. Familiarity with the scope of morally
delegated tasks therefore becomes essential for achieving desired outcomes
and avoiding ethical failure.

While training primarily shapes human behavior, machine attributes also
influence ethical employment by affecting usability, perception, and control.
Variable #2 addresses how the physical and technical characteristics of AWS
further shape the human capacity to exercise ethical authority.

Variable #2: AWS Complexity

The second variable influencing moral agency in the employment of AWS
is system complexity. A positive correlation exists between sensor and report-
ing capability and mission utility. As the American Planning Association ob-
serves, “Al may be defined in different ways based on uses and objectives, its
key elements . . . include intelligence and behavior, or action based on that
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intelligence”” In operational terms, the capacity to take reasonable action
depends on the system’s ability to generate sensemaking.

Applied to CCAs, a system equipped with radar, infrared sensing, edge
computing, and a broad flight envelope exerts significantly greater influence
over the battlespace than a platform constrained to line of sight (LOS) com-
munications and limited maneuverability, assuming comparable weapons
payloads. Expanded sensing and processing capacity increases the range of
possible effects, but it also raises the ethical stakes of system employment.

Sensemaking alone, however, does not justify autonomous or semi-autonomous
action under emerging Department of War guidance. Prior to fielding, AWS un-
dergo formal review to assess compliance with five Al ethics principles (AIP) ini-
tially established in a 2020 Secretary of Defense memorandum and later codified in
Department of Defense Instruction 3000.09. This review specifically examines risks
associated with “unanticipated emergent behavior” and the reality that “autonomy
algorithms (that) can be rapidly reprogrammed on new input data.” The five AIPs
consist of responsibility, equitability, traceability, reliability, and governability.**

Within the context of armed conflict, responsibility, traceability, and govern-
ability warrant primary attention. The preceding discussion addressed respon-
sibility by emphasizing continued human accountability for machine action.
Further examination of traceability and governability clarifies how system com-
plexity must align with human decision making to ensure ethical outcomes.

Traceability. Traceability refers to an Al system’s capacity to provide under-
standable and auditable explanations for why it behaves as it does.* Fulfilling this
requirement demands that the system report deductive information to human
operators in a manner aligned with their established cognitive frameworks for
decision making.*® Traceability does not require complete technical transpar-
ency, but it does require sufficient insight for humans to evaluate whether system
behavior appropriately reflects observed conditions and delegated intent.

Human pilots follow a well-established model when assessing performance
and error. They first validate their perceptions of the operational environ-
ment, then evaluate the reasoning underlying their decisions, and finally as-
sess the execution and suitability of resulting actions in the physical domain.
Applying an analogous structure to AWS can improve integration between
human judgment and machine execution. Systems that organize feedback in
this sequence enable operators to assess appropriateness of employment while
retaining ethical control.

To satisfy the traceability principle, AWS should reliably report sensor data
that reflects an accurate observed state of the world, accompanied by estimates
of uncertainty or potential error. Reporting confidence metrics alongside ob-
servations allows operators to contextualize machine outputs and determine
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when additional verification is necessary. Such feedback reinforces trust with-
out encouraging over-reliance, ensuring that traceability supports ethical em-
ployment rather than obscuring responsibility.

Governability. Governability describes an AI system’s ability to operate
strictly within the bounds of authority delegated to it and no further. As ar-
ticulated in Department of War guidance, governable systems must possess
the capacity to “avoid unintended consequences” and to “disengage or deacti-
vate” when “demonstrating unintended behavior”** Governability therefore
functions as a safeguard that constrains system action while preserving hu-
man control over the use of force.

Human ethical checks and balances remain intact only when operators can
ensure that system behavior derives from accurate perceptions of the opera-
tional environment. This requirement imposes responsibility in both direc-
tions of the human-machine relationship. AWS must present information in
a manner that allows operators to assess whether actions align with observed
conditions and authorized intent. Conversely, humans must possess reliable
means to convey intent unambiguously to machines.

Perception. Perception encompasses not only the ability to sense the opera-
tional environment, but also the ability to make sense of observed informa-
tion.”” For example, a radar’s sensitivity to detect specific signal to noise ratios
demonstrates raw sensing capability. Processing that data to derive tactically
meaningful characteristics, such as range, range rate, angle, and angular rate,
enables the information to make sense to the human operator. Sensors that
perform both functions effectively increase operator confidence in assessing the
true state of the battlespace and help data make sense to the operator. A strong
sensor performs both roles for its purposed phenomenology, ultimately giving
the operator a higher degree of confidence in the true state of the situation.

Time plays an equally large role in the ability to perceive for a purpose. Gen-
erally, a programmed AWS sensor processes and reports findings from only a
single perspective of observation. However, an AWS system that recognizes
data confidence shortcomings, and thus generates timely maneuver commands
to an optimized position to collect the required information while also gather-
ing additional scans over time before the processing and reporting to an opera-
tor, indicates a higher level of system cognition, but it also introduces ethical
considerations related to when information is processed and presented.

As DARPA ethicist Roff cautions, “if designers fail to adequately match the
AT’s goals to the correct measurements and variables, then the agent’s per-
ceived and/or learned knowledge will not correspond to reality” She further
notes that “as the distance increases between the agent’s perception and the
agreed-upon ground truth, error and bias will emerge”*® These errors risk

13



inducing over-reliance by human operators who lack full awareness of system
limitations and confidence intervals. Decisions based on under-analyzed or
mischaracterized observations may result in incorrect engagement of mis-
identified targets.

Human operators can mitigate this risk by requiring AWS to report not
only sensor outputs, but also associated confidence estimates. Ethical decision
making further benefits when reporting includes sensing phenomenology,
sensor position, collection timing, and other contextual parameters necessary
to evaluate data quality and accuracy. Such transparency allows operators to
determine when additional verification is warranted before action.

Perception also underpins operational authority checks embedded within
system design. To assess compliance with acceptable level of risk guidance, for
example, a CCA must receive and reconcile loss data across all mission assets
and provide timely reporting to the operator. If thresholds are exceeded, the
system must terminate follow-on action to prevent violation of delegated au-
thority. Similarly, when operational planners withhold authority to alter TOT,
the system must maintain precise location and timing awareness and possess
the ability to override operator input in order to execute mission constraints.

Across all cases, ethical employment depends on human tacticians under-
standing the perception algorithms and limitations of fielded systems. Only
with such understanding can operators accurately interpret system outputs
and exercise judgment over subsequent courses of action.

Decision. As established earlier, the introduction of machines to perform
tasks historically executed by humans does not transfer decision authority away
from human operators. Ethical employment of AWS depends on humans re-
taining control over decisions, even as machines contribute increasingly sophis-
ticated perception and analysis. Sound decision making therefore hinges on
how effectively humans interpret information provided by Al-enabled sensors
and translate that understanding into deliberate command issuance.

Expressive and intuitive interfaces play a central role in bridging the gap be-
tween machine perception and human decision. Research on human-machine
collaboration in vehicle systems emphasizes that “interface design and function-
ality should follow a human-centered approach”” Human-vehicle interfaces
that present data in a manner proportional to task complexity and cognitive de-
mand support ethical outcomes by enabling operators to accurately interpret
Al-informed inputs and issue commands consistent with their intent.

The same research highlights the importance of minimizing cognitive bur-
den through effective visual representation. As noted, “all essential informa-
tion has been presented in a graphical form (symbols) which can be rapidly
processed” Reducing excessive textual or numerical representations lowers
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cognitive load, while visual elements such as color and symbol sizing direct
attention to tactically salient variables such as distance, speed, or threat pri-
ority.* These design principles already underpin heads-up displays employed
in fighter aircraft. When extended to AWS, such interfaces can also prevent
undesirable behaviors arising from multiple systems operating under the con-
trol of a single human operator. Increased system complexity therefore de-
mands deliberate attention to communication pathways in order to avoid
ethical or operational error. Planners must consider how easily operators can
communicate with Al-enabled systems when authorizing their employment.

Beyond display design, precise execution also depends on how machines
interpret issued commands. Human operators routinely pass tasking to other
humans through digital networks but may be less familiar with issuing equiv-
alent instructions to autonomous systems. For AWS, mission orders must be
clear and validatable before execution. Orders must remain simultaneously
understandable to humans and readable by machines. They must be syntacti-
cally correct, free of typographical errors or gaps, and avoid non-sequitur in-
structions that produce unintended outcomes. Valid mission orders must also
satisfy semantic correctness by containing no internal contradictions or miss-
ing prerequisite conditions.*

Humans frequently resolve ambiguities through contextual knowledge, intu-
ition, and clarification. LLMs cannot. Such systems derive output through pat-
tern recognition over trained data rather than comprehension. When exposed
to real-world data in complex or multifaceted environments, inaccuracies may
emerge.* Ethical decision making therefore depends on interfaces and valida-
tion mechanisms that detect and correct ambiguity before execution.

Temporal alignment represents another critical factor in decision making.
Machine reporting often occurs at speeds that exceed human cognitive pro-
cessing capacity. As Peter Layton observes, “regarding velocity, intelligent ma-
chines work at machine speed, almost beyond the comprehension of humans.
Regarding variety, humans have limited attention frames, favoring some data
sources over others”* Systems that overwhelm operators with raw data risk
degrading rather than improving decision quality. Design approaches must
therefore account for the speed and form in which information reaches the
human decision maker.

Several design features can reinforce appropriate authority within the deci-
sion space. Prior to approving weapons employment by a CCA, systems
should require explicit human confirmation that hostile act or hostile intent
has occurred. Additional safeguards may include controls to manage radio
frequency emissions. For example, operators may require the ability to halt
unplanned transmissions at pre-briefed mission phases. Planner guidance
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should determine how such controls are configured based on which authori-
ties are delegated to operators and which are retained at the operational level.

Execution. Once an AWS receives commands from a human operator,
ethical employment depends on the physical performance characteristics of
the platform itself. Sensor fidelity and command precision alone cannot com-
pensate for inadequate aerodynamic, propulsion, or survivability attributes. If
a vehicle’s wings, engines, or radar cross section cannot generate the lift,
thrust, and survivability required to execute an optimized attack profile, then
even well formulated decisions fail to achieve intended effects.

When assigning AWS to specific mission objectives, precision in task defi-
nition is essential. Operational planners must align assigned tasks with the
platform’s ability to survive, maneuver, and deliver effects under contested
conditions. For example, a CCA tasked to engage enemy high-fast fliers must
endure long enough to reach a valid weapons employment zone.* Systems
unable to do so risk unnecessary attrition and increase the likelihood that
commanders will retask human-piloted aircraft to resolve the engagement,
thereby undermining the intended redistribution of risk.*®

This concern becomes more acute amid growing advocacy for lower cost,
attritable CCAs. While affordability and scalability offer advantages, reductions
in performance, survivability, or sensor quality constrain mission applicability.
Absent careful matching of system capability to task, attritability may translate
into inefficiency rather than advantage, imposing additional operational bur-
den on human operators and diminishing overall mission effectiveness.

Variable #3: Operationally Relevant Conditions

The final variable shaping moral agency in the employment of AWS con-
cerns operationally relevant conditions. This variable encompasses the
broader contextual and planning factors that inform tactical use of Alin com-
bat. As Air Force strategist David Lyle observes, “we’ll never be able to pro-
gram our computers to capture all of the relevant variables that count when it
comes to strategic effect, which starts and ends with socially constructed in-
terpretations of what the results of our tactical actions mean* For this rea-
son, humans, rather than machines, must define and interpret the operative
conditions of the battlespace.

Human operators and planners derive much of their operational context
from formal guidance such as the AOD, ROE, SPINS, the Airspace Control
Plan, and intelligence assessments of enemy orders of battle.*” These instru-
ments provide essential structure for employing force, including guidance
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relevant to AWS. However, such documents alone cannot fully capture the
contextual complexity that shapes ethical decision making in combat.

Additional factors influence how humans interpret and apply context tacti-
cally. These include the immediate tactical situation, the broader geopolitical
environment, weather and atmospheric conditions, international humanitarian
law, military operational values, and the LOAC. Beyond these formal consider-
ations, individual operators also bring personal experiences, moral beliefs, and
spiritual frameworks to bear on decision making. Operational planners must
therefore recognize that certain contextual stressors affecting humans cannot
be fully codified or delegated to machines.

Cognitive scientist Edwin Hutchins reinforces this point by noting that
cognition occurs within dynamic systems rather than static environments,
stating that “locating cognitive activity in context, where context is not a fixed
set of surrounding conditions but a wider dynamical process of which the
cognition of an individual is only a part”* Ethical employment of AWS thus
requires humans to identify the specific task at hand in order to understand
the contextual challenges associated with its execution.

One means of bounding machine involvement within this complexity is to
restrict Al-enabled systems to performing complicated tasks while operating
within inherently complex environments. Even within these bounds, mis-
sion-set distinctions significantly affect ethical considerations. Each mis-
sion-set imposes unique constraints and decision variables. In air-to-ground
operations, relevant factors include ingress geometry, collateral damage con-
siderations, TOT requirements, weather effects on battle damage assessment,
and potential degradation of global positioning system signals affecting preci-
sion guided munitions.

By contrast, air-to-air operations emphasize different variables. Blue and
red force geographic disposition, formation geometry, and resolution of the
identification matrix play central roles in achieving desired effects. While some
variables overlap across mission-sets, the ethical and operational demands dif-
fer substantially. These differences mean that operators face varying levels of
cognitive and moral strain depending on the tasking assigned to an AWS.

Lt Col Michael W. Kometer, a senior Air Force navigator, addresses this dy-
namic in his discussion of coupling systems theory. In essence, as missions be-
come more dynamic, coordination requirements increase and dependencies
among entities intensify. These interdependencies magnify the cognitive and
ethical burden on human operators tasked with directing Al-enabled systems.*

Accordingly, humans must assess the difficulty of a given situation by ac-
counting for the full range of contextual factors specific to the task delegated
to an AWS. Only through such holistic evaluation can planners and operators
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ensure that delegation decisions support ethical outcomes rather than ob-
scure responsibility. Operationally relevant conditions therefore reinforce the
central argument of this paper. Moral agency in Al-enabled warfare ultimately
resides with humans who understand context, interpret meaning, and bear
responsibility for the consequences of action.

When considered collectively, the variables discussed in this paper define
the attributes of a morally acceptable AWS. First, such systems require exten-
sive and representative training data that incorporate as much operationally
relevant contextual information as feasible. Data breadth alone proves insuf-
ficient. Tasking must remain deliberately constrained in scope, with extensive
refinement occurring during development and testing informed by experi-
enced operators. Authorized tasks should reside within simple or complicated
domains that exploit machine strengths while compensating for human cog-
nitive limitations. After fielding, systems must demonstrate ethical reliability
through rigorous live-fly training that confirms they remain genuinely hu-
man-user understood in representative operational environments.

Physical platform considerations also carry ethical implications. Afford-
able sensors contribute value only when paired with resilient data links that
reliably transmit information between machine and operator. ML-enabled
agents employing multi-phenomenology sensors must possess the capacity to
report observations over time through robust, multi-path communication ar-
chitectures. Such architectures should combine LOS connectivity with hybrid
satellite communications and incorporate multiple protocols, including
Link-16 and Tactical Targeting Network Technology, alongside low probabil-
ity of intercept and low probability of detection waveforms. While advanced
sensors and communications increase cost, resource considerations must not
erode the requirement for routine live-fly training.

System sustainment strategies should therefore emphasize either durability
through robust engineering or scalability through replaceable platforms to pre-
serve regular airborne exposure. In parallel, control interfaces must support
both precise machine command reception and intuitive human usability. Inte-
grated operational flight program modifications to displays on manned fighter
aircraft offer a more effective solution than ad hoc or peripheral control devic-
es.” This approach aligns with ongoing efforts to implement open mission ar-
chitectures that allow rapid software updates as new capabilities emerge.

Software design further must account for the delegation of authorities spe-
cific to planner guidance for each mission. When analysis indicates that ma-
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chine behavior would impose excessive ethical burden on operators, pro-
grammed limitations must enforce explicit task boundaries consistent with
operational intent. Theater guidance should articulate these constraints
clearly during mission planning so that operators understand both the scope
of authority and the conditions under which machine execution will halt.

AWS must also scale appropriately to mission-set complexity while re-
maining logistically sustainable within the anticipated area of responsibility.
For example, a system launched from a maritime platform positioned at sur-
vivable range must possess sufficient combat radius to integrate with manned
aircraft and flight performance characteristics that support assigned tasks.
Inadequate alignment between mission demands and platform capabilities
undermines operational effectiveness and imposes unnecessary risk.

Planners must therefore evaluate the system as an integrated whole prior
to fielding to anticipate probable moral outcomes of employment. Systems
that fall short of the standards outlined in this paper inevitably require
above-average human execution to compensate for design deficiencies. This
condition resembles a baseball batter stepping to the plate having already
accrued two strikes. Ethical burden accrues to the operator as a result of poor
upstream design and testing, a burden that does not belong on the warf-
ighter. Senior leaders and planners must demand excellence in acquisition
requirements and deliberately allocate task authority to ensure ethical em-
ployment across all phases of Al-enabled operations.

Conclusion

Maximizing the paradigmshifting potential of AI demands an equal com-
mitment to preserving moral judgment, human accountability, and the values
that govern the lawful use of force. Technological advantage alone does not
confer legitimacy or effectiveness. Ethical employment remains inseparable
from human responsibility, particularly when seeking to prevail in conflict on
behalf of the nation.

Establishing a coherent framework for Al integration constitutes the nec-
essary first step. Such a framework must clarify where authority resides, how
responsibility distributes across humans and machines, and which tasks
properly remain under direct human control. Beyond conceptual alignment,
the Air Force must deliberately build, test, and train with Al-enabled systems
in ways that reinforce human understanding and trust. Only through sus-
tained interaction in representative operational environments can operators
develop the judgment required to employ these systems ethically under stress.

19



Adaptation must extend further to institutional processes. Existing plan-
ning constructs, acquisition practices, and command relationships require re-
assessment to account for the capabilities and limitations introduced by AWS.
Updating these processes ensures that technological change does not outpace
ethical governance or impose undue moral burden on tactical operators.

Only by deliberately integrating an Al layer into General Olds’s enduring
human-machine analogy can the Air Force preserve the primacy of human
will and judgment while harnessing the advantages of emerging technology.
When humans remain central to decision making and responsibility, Amer-
ica will continue to field the world’s most capable, ethical, and effective air
fighting force.
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